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Preface 

 

   I've spent close to 30 years in information technologies, 

advising companies on how to best structure their 

infrastructure, and in all that time, one thing has become 

patently clear: as the old saying goes, the more things 

change, the more they stay the same.  

 

In this case, what that means is that, even though new 

technologies may come along and displace the old ones for 

new development, the old technologies never go away—

not completely.  

 

If you think about it, this should not come as a huge 

surprise. After all, we still have government systems and 

banking infrastructures running on COBOL more than 60 

years after it came on the scene. What makes us think that 

in a few short years all of those applications we spent so 

much effort putting into virtual machines are going to be 

instantly converted into cloud native containers?  

 

So that leaves us with a conundrum. How do we take 

these virtualization heavy environments and move them 

forward to containerization without throwing out the baby 

with the bathwater?  

 

To solve this question, we consulted one of the foremost 

experts in the field, Bruce Basil Mathews. Bruce has been 

working in technology for 43 years, and his role as a 

customer advocate makes him uniquely qualified to guide 

readers in the process of moving their virtualized 



8 

environments to a cloud native architecture in the 

smartest, most sensible way.  

 

We've asked Bruce to put his knowledge down into a 

book that explains what companies can do to move to a 

cloud native containerized environment, while still 

preserving their virtualization heritage; this is that book. 

 

Guillaume "G" Vives 

Chief Marketing Officer 

Mirantis 
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Chapter 1:  

Introduction 

 

I am writing this book because I believe that the shift 

from monolithic and virtualized to cloud native 

architectures is fundamentally good for the entire 

computing and application development worlds. This 

book is my contribution to help accelerate the transition 

for those who may be considering the leap. My hope is that 

the book will provide a little historical perspective leading 

up to the need for a transition, and to give the reader some 

solid foundation from which to leap.  

 

Things change very fast in our chosen field of endeavor, 

and venturing into new areas of technology can be a little 

scary for sure. I will be trying to point out some of the 

gotchas and pitfalls that I and others have faced in 

approaching the transition and to help the reader navigate 

successfully through them. 

 

And now, for a bit of foundational history... 

 

In my 43 years in the computer industry, I have never 

known a time when the terminology and acronyms used to 

describe our technical work have ever remained 

unchanged or consistent. This is primarily because the 

technology supporting it is constantly evolving and 

changing more and more rapidly with each computing 

generation. Computing power metrics, such as 

Instructions per Second (IPS) had to be continually 

modified by a preceding count designator to classify the 

volume of instruction, for example, kIPS (kilo), MIPS 

(Millions), and TIPS (Trillions). Eventually, the metric 
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itself becomes obsolete as the volume being described 

becomes too massive to be comprehended, and, as a 

result, the gigahertz metric has now replaced MIPS as the 

most common way of expressing computing performance. 

But there are now other, more salient ways of expressing 

the power and performance of computing that goes 

beyond the footprint of the Central Processing Unit (CPU) 

chip as networking and storage connected across multiple 

frames of clusters physical servers have dwarfed the power 

and performance of the original mainframes. 

 

In today’s computing world, density or application 

hosting capacity within a smaller and smaller physical 

footprint has overtaken the prior focus on the CPU. Early 

attempts to improve density started out in the mainframe 

world with the partitioning of mainframe assets into 

Logical Partitions (LPARs). This partitioning would allow 

for as many as EIGHT different user applications to be 

hosted on the same mainframe, but there would still be a 

whole lot of computing cycles going to waste.  

 

When Unix, a true multi-user Operating System, was 

introduced, it increased the density of application hosting 

considerably, but resulted in competing workloads. The V7 

version of Unix introduced the concept of Containers, 

similar to LPARs for the Mainframe, where different 

resources were parceled out to each of the Containers 

defined, but this methodology enabled one Container to be 

starved for resources, while the other had  
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resources that were being wasted. Linux-VServer allowed 

for the same methodology to be applied to the Linux 

Operating System, with the same inherent drawbacks. 

 

   In that same year, 2001, a new software-driven 

methodology was introduced by a company called 

VMware. The type-1 (hosted on its own proprietary kernel 

on bare metal) hypervisor they introduced, called ESX, 

allowed for the deploying and serving of multiple virtual 

computers on a single physical computer. The hardware 

virtualization abstracted the physical elements of CPU, 

storage, and networking and enabled them to be shared 

among all of the virtual machines hosted. The hypervisor 

even allowed for different operating systems, such as 

Linux and Windows, to be hosted in separate virtual 

machines on the same platform. This innovation greatly 

improved density while limiting the waste of resources. 

The only drawback noted was that each Virtual Machine 

had to host an entire self-contained Operating System, 

which can be wasteful in several ways. Also, each Virtual 

Machine takes time and resources to boot up. 

 

Although there had been other container-oriented 

efforts, usually directed at a single Operating System, such 

as Unix, Linux or Windows, it wasn’t until 2013 that a 

company called Docker created a container format and an 

Operating System-agnostic engine to run the format that 

allowed for isolated hosting of individual applications 

running on a single shared Operating System. 

 

Whereas hypervisor-oriented Virtualization may allow 

for as many as FIFTY Virtual Machines to be hosted on a 
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single physical x86-oriented platform, several 

THOUSAND Docker Containers could be hosted on the 

same physical platform. Density at its absolute best! In 

addition, Container Runtime Engines are specifically 

constructed for the Containers to be written once and run 

anywhere as needed. Also, because the Containers are 

running on top of a single, already running Operating 

System, their boot-up time is almost nonexistent. All of 

these attributes are ideal for the web-driven world in 

which we live. 

 

When you team the Container’s capabilities with a 

Container Orchestrator such as Kubernetes, you can easily 

create a flexible, self-healing, easily upgradeable set of 

Microservices hosted in the Containers to handle even the 

most complex application requirements. 

 

Now, it may seem like I am making the case for totally 

eliminating the use of Virtual Machines within a Cloud 

Native architecture. That is truly not the case. There are 

still some specific use cases where Virtual Machines 

provide a superior solution. I think you will find that the 

two can live harmoniously in the same deployment, and 

we will be discussing how and why in subsequent sections 

of the book. 

 

We will begin the journey in the book by providing some 

foundational cloud native concepts that we will be drawing 

on in the second section of the book, which deals with how 

a company and its developers can move from the prior 

virtualized application architectures to a more suitable 

microservices architecture without losing their 

development steam. As we go, we will be presenting 
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stepped processes geared toward getting from point A to 

point B while avoiding some of the pitfalls encountered by 

others taking this same journey.  

 

Hopefully, if you continue reading, the concepts and 

practices defined in this book will assist your developers, 

operations teams, and organization to succeed in 

transitioning to accelerate your company’s speed of 

innovation. 
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PART 1:  

CLOUD NATIVE CONCEPTS 

 

Since there are so many new acronyms and 

expressions to deal with in our increasingly cloud 

native world, the potential for misunderstanding 

the new way of saying things gets a bit higher at the 

bleeding edge of technology. So in this section, I 

want to provide as specific a definition of what is 

meant as I can, keeping in mind that we may not 

yet have the relevant context until later in the book.  
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Chapter 2:  

Virtualization 

 

As indicated in the introduction, virtualization, 

from a computing perspective, began in the 1960s 

by providing a method for logically dividing system 

resources within mainframe computers between 

different applications. Since then, the meaning of 

the term has broadened to include the capability to 

separate a physical computer hardware platform, 

storage devices, and computer network into a set of 

grouped virtual resources.  
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In this configuration, the original physical 

platform is referred to as the host and the grouped 

virtual resources are referred to as the guests. The 

guests can be controlled by a completely different 

type of Operating System from the host. For 

example, a Windows Server host can support Linux 

guests and vice versa. A software program, known 

as a hypervisor, is used to run and manage these 

guests on the host. The hypervisor program acts as 

an emulator and is executed to create and run the 

guest virtual machines. Without virtualization, 

you can only run one operating system on the host. 

 

Types of Hypervisors 

 

There are 2 different types of hypervisors that can 

be used for virtualization: Type 1 and Type 2 

hypervisors. 

Type 1 

 

A Type 1 hypervisor takes the place of a host 

operating system by running directly on the host’s 

hardware to manage guest operating systems. Type 

1 hypervisors are most common in an enterprise 

data center or other server-based environments. 

 

Many of the more common Type 1 hypervisors, 

such as ESXi and Hyper-V, are commercially 

licensed software from companies such as VMware 

or Microsoft.  
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Kernel-Based Virtual Machine (KVM) is an 

exception to the licensing restriction as an 

alternative Open Source Type 1 hypervisor. KVM 

was merged into the Linux kernel in 2007. If you’re 

using a modern version of Linux, such as Ubuntu or 

Fedora, KVM is already available to use.  

 
Difference between the two Hypervisor Types 

Type 2 

 

A Type 2 hypervisor, or hosted hypervisor, as 

it is sometimes called, runs on a conventional 

Operating System like any other application. The 

Type 2 hypervisor abstracts the guest operating 

systems from the host operating system. Virtual 

machine resources are scheduled using the host 

operating system’s scheduler, which then executes 

instructions on the physical hardware. Generally, a 

type 2 hypervisor is used for use cases such as 

laptops or individual users' home computers when 

they need to run a different Operating System from 
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the host (for example, Ubuntu on a Windows 10 

laptop).  

 

Oracle VirtualBox is a good example of a type 2 

hypervisor.  

Namespaces: A Key Difference Between Virtual 

Machine and Container Technologies 

 

Namespaces represent an advanced concept in 

Linux, enabling a hypervisor application program 

to assign each namespace designator its own 

isolated resources without actually partitioning the 

underlying physical hardware that supports the 

resources.  

 

Namespaces are used by the hypervisor to 

virtualize the underlying operating system, and to 

partition the kernel resources being used by that 

Operating System. Namespaces act as a container 

for the resources so that one set of processes can 

see one set of resources, while another set of 

processes can see a completely different set of 

resources.  

 

Namespaces work by establishing a namespace 

label for a set of resources and processes. Each 

namespace defined refers to a distinct set of 

resources. By tagging resources with more than one 

namespace label, it can exist in multiple 

namespaces. Resources such as process IDs, 

hostnames, user IDs, file names, and some names 

https://en.wikipedia.org/wiki/Process_(computing)
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associated with network access are examples of 

resources with multiple namespace designators. 

These are all key features that a hypervisor 

application uses to create and maintain Virtual 

Machines on a host computer. 

 

Containers, on the other hand, reside in the same 

namespace as the host Operating System. As such, 

they see all the same resources the host Operating 

System sees. This is a key differentiator between 

Virtual Machines and Containers. Later, in Chapter 

7: Transitioning From Service Decomposition to a 

Microservice Architecture and Choosing an 

Orchestrator, we will be discussing in more detail 

how this difference can lend itself toward choosing 

one type of application host over the other. 

Some of the Benefits of Virtualization 

 

One of the tasks we will take on in moving to a 

cloud native architecture is transitioning from a 

monolithic application architecture to a micro-

services-oriented architecture, in which individual 

services are decoupled from one another with each 

microservice being simplified to perform a single, 

or as close to single task as possible. Virtual 

Machines make an excellent host for decomposed 

services, because: 

 

● The Type 1 hypervisors are hosted on bare metal 
to enable applications to utilize the abundance 
of resources available in a current physical host. 

https://docs.google.com/document/d/1rYVeJSdMST9R4s7FjKYDA64vQH7E7n3q95-IXra6dY4/edit#heading=h.87vbx5ghvut
https://docs.google.com/document/d/1rYVeJSdMST9R4s7FjKYDA64vQH7E7n3q95-IXra6dY4/edit#heading=h.87vbx5ghvut
https://docs.google.com/document/d/1rYVeJSdMST9R4s7FjKYDA64vQH7E7n3q95-IXra6dY4/edit#heading=h.87vbx5ghvut
https://docs.google.com/document/d/1rYVeJSdMST9R4s7FjKYDA64vQH7E7n3q95-IXra6dY4/edit#heading=h.87vbx5ghvut
https://docs.google.com/document/d/1rYVeJSdMST9R4s7FjKYDA64vQH7E7n3q95-IXra6dY4/edit#heading=h.87vbx5ghvut
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● The Type 1 hypervisors run on top of physical 
servers in order to emulate a particular 
hardware system. 

● They utilize a hypervisor user interface and API, 
along with a virtual machine monitor, to create 
and run Virtual Machines. 

● The hypervisor acts as a layer between the 
Operating System and the Virtual Machine to 
isolate issues affecting one VM from affecting all 
of the VMs being hosted. 

● Each Virtual Machine runs a unique instance of 
its operating system. 

● Virtual Machines with different Operating 
Systems can be run on the same physical server 
employing a different Operating System. 

● Each Virtual Machine is contained in its own 
namespace. 

 

Thus, Virtual Machines benefit enterprise IT 

because they offer the flexibility to: 

 

● Use the same physical hardware, virtualized 
through the hypervisor, to run multiple 
Operating System instances 

● Consolidate multiple applications onto a single 
physical system, isolated by namespace 

● Create cost savings through reduced footprint, 
faster server provisioning, and reduced Disaster 
Recovery costs 

● Increase utilization on larger, faster servers 
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Chapter 3:  
Containerization 

 

To the rest of the world, containerization is a 

shipping method in which a large amount of 

material (such as merchandise) is packaged into 

large standardized containers. However, to 

computer technologists, containerization is an 

Operating System-level virtualization method used 

to deploy and run microservices-oriented 

applications without the need to launch an entire 

virtual machine for each application instance. 

Using containers, multiple isolated applications, 

services or microservices can be run on a single 

host under the same Operating System kernel.  

 

Containers can be run on bare metal, virtual 

machines, or cloud instances. The same container 

image can be run on a variety of Operating Systems, 

such as Unix, Linux and specific Windows and 

MacOS versions, because: 

 

● Containers carry with them everything an 
application needs to run, including its binaries, 
libraries, configuration files, and dependencies, 
which are encapsulated and isolated in each 
container 

● The container itself is abstracted away from the 
host Operating System, with only limited access 
to underlying resources – much like a 
lightweight virtual machine 

https://www.merriam-webster.com/dictionary/containers
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● As a result, the containerized application can 
run on various types of infrastructure without 
needing to refactor the container for each 
environment. 

 
Containers require less overhead during startup 

than Virtual Machines, and there is no need to set 

up a separate guest Operating System for each 

application because all containers running on a 

single host share the same kernel. As a result of this 

high efficiency, containerization is commonly used 

for packaging up the many individual microservices 

that make up modern applications.  

 

Each container is an executable package of 

software running on top of a shared host Operating 

System. A single host may support thousands of 

containers concurrently. Each of the containers 

runs minimal, resource-isolated processes that 

other processes and services can’t access. 

 

https://www.citrix.com/solutions/app-delivery-and-security/microservices/what-are-microservices.html
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Containers are constructed and executed in 

layers, like a cake: 

 

● At the bottom layer, there is the physical 
hardware of the infrastructure, including its 
CPU, disk storage and network interfaces. 

● The next layer includes the host Operating 
System and its kernel, which serves as a bridge 
between the Operating System and the 
hardware. 

● The next layer hosts the container engine, which 
provides a very, very thin Operating System of 
its own and is unique to the containerization 
technology being used.  

● At the final layer are the binaries and libraries 
for each application and the applications 
themselves, running inside the container itself. 

 

Microservices and containerization work well 

when used together. Containers provide lightweight 

encapsulation for the application. A microservice, 

developed within a container, gains all of the 

inherent benefits: 

 

● Portability 

● Agility 

● Speed 

● Fault Isolation 

● Efficiency 
 



25 

Containerization provides each of these benefits 

even if the underlying coding practices are still 

monolithic and not microservices-oriented. 

 

Types of Container Formats 

 

When containers were first coming into vogue, 

there were several differing concepts as to how they 

should be formatted to represent the need for 

storage, network connections, and scale factors for 

the microservices they were intended to host. Some 

of the best features now found in all containers 

came from various players such as Sun 

Microsystems with their Solaris Container work, 

Docker providing a text-based image, and Red Hat 

building in new kernel capabilities that their own 

container format could access. 

 

But while variety leads to much innovation, it also 

leads to a lot of incompatibility between formats. 

This is never good from a technology perspective. 

 

Fortunately, as in many other aspects of 

computing, organizations working on these 

differing formats came together to form a standards 

group and publish an initiative that identified how 

container formats would still be able to innovate 

while maintaining compatibility. The group was 

named the Open Container Initiative (OCI). 

Information on OCI and other relevant container 

formats is provided below for your reference. 
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Open Container Initiative (OCI) 

 

The Open Container Initiative is an open 

governance structure for the express purpose of 

creating open industry standards around container 

formats and runtimes, established in June of 2015 

by Docker and other leaders in the container 

industry. The OCI currently contains two 

specifications:  

 

● The Runtime Specification (runtime-spec) 

● The Image Specification (image-spec).  
 

The Runtime Specification outlines how to run a 

“filesystem bundle” that is unpacked on disk. At a 

high-level, an OCI implementation downloads an 

OCI Image, then unpacks that image into an OCI 

Runtime file system bundle. At this point, an OCI 

Runtime runs that OCI Runtime Bundle. 

 

The Image Specification defines how a build 

system should create an OCI Image. The expected 

output from the build execution is an image 

manifest, a filesystem (layer) serialization, and an 

image configuration. The image manifest contains 

metadata about the contents and dependencies of 

the image, including the content-addressable 

identity of one or more file system serialization 

archives that will be unpacked to make up the final 

runnable filesystem. The image configuration 

includes information such as application arguments 
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and environment variables. The combination of the 

image manifest, image configuration, and one or 

more filesystem serializations is called the OCI 

Image. 

 

The OCI is intent on making sure that the original 

promise of containerization (that is, portability, 

interoperability, and agility) isn’t lost as the 

computing world moves toward cloud native, 

microservice-oriented applications built from 

multiple container types and run with diverse tools 

across a variety of infrastructures. 

 

The primary motivations behind these 

specifications are to establish: 

 

● A container not bound to higher level constructs 
such as a particular client or orchestration stack 

● A container not tightly associated with any 
particular commercial vendor or project 

 

● A container portable across a wide variety of 
operating systems, hardware, CPU 
architectures, public and private clouds, etc. 

 

Docker 

 

In 2014, Docker incorporated a new driver into its 

engine to complement its use of the original Linux 

LXC driver. Docker based this new built-in 

execution driver on libcontainer, a pure Go library 

https://github.com/dotcloud/docker/tree/master/pkg/libcontainer
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that Docker developed to access the kernel’s 

container APIs directly, without any other 

interceding dependencies. The introduction of this 

newly created driver enabled the Docker engine to 

manipulate namespaces, control groups, 

capabilities, apparmor profiles, network interfaces 

and firewalling rules directly in a consistent and 

predictable way, without depending on LXC or any 

other external package.  

 

There are really two parts to the Docker container 

format: 

 

The Image: The image is a read-only template 

with all of the instructions needed for creating a 

Docker container. You can create this template 

from scratch, or you can spawn it from a different 

image with customizations to satisfy the developer’s 

needs. The instructions for creating the container 

are defined in a Dockerfile, which uses a simple 

syntax for outlining each of the steps needed to 

create the image and run it. Each step in the 

Dockerfile creates a new layer. In this way, changes 

and recompilations for publishing a new version 

can be isolated to only the layer being changed, 

which is a pretty slick way of being able to 

introduce change rapidly in an isolated manner. 

 

The Container: The container is a runnable 

instance of an image and is manipulated via the 

Docker API or CLI. Though by default, containers 

are relatively isolated from the Operating System 
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that hosts them, the content of the image and how 

it's started can change and manipulate this 

behavior. It is important to note that the container 

is not only defined by its image, but also by any 

configuration options you provide to it when you 

create or start it. This can dramatically change the 

behavior defined in the image. For example, root 

access privileges can be conveyed to the container 

on startup, but that level of access is not stated 

within the image anywhere. Any changes made to a 

container’s state that are not captured in persistent 

storage disappear when you remove the container. 

 

A key difference in the way that Docker 

architected their container format into the Image 

and the Container as separate entities is how the 

isolation between the host and the containers is 

achieved. When you run a Docker container, the 

Docker engine creates a set of namespaces for that 

container. These namespaces provide a layer of 

isolation between the running applications in the 

container and the hosting Operating System. Each 

aspect, or layer, of a container runs in a separate 

namespace. The container layer’s access is limited 

to that namespace. 
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The Docker Architecture 

 

A Brief Word About Container Shims 

 

In computer programming, a shim is a library 

that transparently intercepts API calls and can 

change the arguments passed, handle the operation 

to be executed by itself or redirect the operation 

somewhere else.  

 

An example of where a shim might be used is to 

support an older version of an API when a newer 

version gets published, or a newer API when an 

older API still needs to run. Shims can also be used 

for running programs on different software 

platforms than those for which they were originally 

developed. 
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The container shim allows for daemon-less, more 

self-contained, containers approaching zero 

dependencies. According to Michael Crosby in his 

response to a Google group on the subject of 

container shims, the shim functions as the parent 

of the container’s process to facilitate a few things: 

 

● The shim allows the runtimes to exit after it 
starts the container. This avoids having to have 
long-running runtime processes for each 
container. 

● Next, the shim keeps the STDIO and other file 
descriptors open for the container in case the 
runtime engine dies for any reason. If the shim 
was not running, then the parent process 
controlling the STDIO pipes would be closed, 
and the container would exit. 

● Lastly, the shim allows the container’s exit 
status to be reported back to a higher-level tool 
without having the be the actual parent of the 
container’s process. 

 

The processes of the shim and the container are 

bound tightly; however, they are totally separated 

from the process of the container manager. This is 

how different orchestrators, using a Container 

Runtime Interface (CRI) Plug-In and a shim for the 

container format can be made to run multiple 

container formats in the same cluster. 
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The Kubernetes container orchestrator includes 

Dockershim, which enables Kubernetes to work 

with Docker containers. Dockershim was always 

intended to be a temporary solution (hence the 

name: shim), but while Kubernetes is deprecating 

Docker as a container runtime after v1.20 Docker-

produced images will continue to work in your 

cluster with all runtimes, as they always have 

through the Mirantis- and Docker-maintained 

Dockershim even after the built-in version has been 

removed from Kubernetes. 

 

containerd 

 

The containerd container format is an industry-

standard container runtime with an emphasis on 

simplicity, robustness and portability. It is available 

as a daemon for Linux and Windows, which can 

manage the complete container lifecycle of its host 

system, including image transfer and storage, 

container execution and supervision, plus low-level 

storage and network attachments. The containerd 

project is a member of the Cloud Native Computing 

Foundation (CNCF) with “graduated” status, 

signifying the advanced maturity of the project. 

 

containerd itself is designed to be embedded into 

a larger system, rather than being used directly by 

developers or end users. 
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Runtime requirements for containerd are 

minimal. Interactions with the Linux and Windows 

container feature sets are handled via runc, which 

is a CLI tool for spawning and running containers 

on Linux according to the OCI specification and 

also Operating System specific libraries. The 

current required version of runc is described in 

RUNC.md. 

 

There are specific features used by containerd 

core code that will require a minimum kernel 

version on Linux, but very few. A reasonable 

version for use with Linux is a minimum 4.x kernel 

version. The overlay filesystem capability uses 

features that were finalized in the 4.x kernel series. 

 

 

containerd Architecture 

 

containerd fully supports the OCI runtime 

specification for running containers. The 

https://github.com/containerd/containerd/blob/main/docs/RUNC.md
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containerd developers have built in functions to 

help generate runtime specifications based on 

images as well as custom parameters. 

 

CRI-O 

 

CRI-O is an implementation of the Kubernetes 

Container Runtime Interface (CRI) to enable the 

use of Open Container Initiative (OCI) compatible 

container runtimes. Red Hat promotes CRI-O as a 

lightweight alternative to using Docker as the 

runtime for Kubernetes. CRI-O enables Kubernetes 

to use any OCI-compliant runtime as the container 

runtime for running pods. Today it supports runc 

and Kata Containers as the container runtimes but 

Red Hat touts that any OCI-conformant runtime 

can be plugged into it “in principle.” 

 

CRI-O supports OCI container images and can 

pull from any container registry. It is a lightweight 

alternative to using Docker, Moby or rkt as the 

runtime for Kubernetes. 

 

CRI-O is made up of several components that are 

found in different GitHub repositories. 

 

● OCI compatible runtime (such as runc) 

● containers/storage 

● containers/image 
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● Container networking interface (CNI) 

● container monitoring (conmon) 

● security is provided by several core Linux 
capabilities, including SELinux, Capabilities, 
seccomp, and other security separation policies 
as specified in the OCI Specification 

 

The CRI-O Architecture 

CRI-O does NOT include tools for: 

 

● Building, signing and pushing images to various 
image storages 

● A CLI utility for interacting with CRI-O 
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NOTE: Any CLIs built as part of the CRI-O project 

are only intended to be used for testing the CRI-O 

project. There are no guarantees regarding the 

backward compatibility of any CLI with CRI-O. 
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Chapter 4:  

Container Orchestration 

 

Container orchestration provides tools and 

features for automating the operations required to 

manage containerized applications.  

 

Container Orchestrators provide the following 

automated features and functions: 

 

● Provisioning and deployment of containers and 
application components 

● Automated configuration adjustments and 
resource allocation and scheduling  

● Service availability and self-healing 

● Scaling up or down of containers based on 
workload 

● Load balancing, traffic management, and policy  

● Health monitoring for containers and services 

● Maintaining security between containers and 
external connections 

 

One of the key concepts that gets introduced 

when you start talking about container 

orchestrators is a change in the method for how the 

container orchestrator is directed to accomplish the 

tasks outlined in the description above.  
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It used to be that as an administrator of such 

things, I would write these meticulous scripts 

containing all of the steps that needed to be 

performed in a very specific order to detect and 

then resolve a specific issue. Since different types of 

issues may arise, I had to create many different 

scripts for handling each type of issue. They called 

this method imperative programming. It was 

not only tedious and time consuming, it was prone 

to error and had to constantly be added to as new 

issues and situations would arise and be 

discovered. Alternatively, what if all we needed to 

do was to describe the end state that we desired and 

allow the container orchestrator to figure out how 

to accomplish that end state. For example, instead 

of a sequence of steps, what if we simply provided 

the following directives to the container 

orchestrator for an application that contained three 

separate microservices: 

 

● The application needs to have 1 replica of the 
database. 

● The application needs to have 2 replicas of API 
servers. 

● The application needs to have 3 replicas of 
frontend servers. 

 

We refer to this method of issuing directives 

defining the desired end state as declarative 
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programming. The declarative program ensures 

that you always have the specific number of replicas 

running. If one goes down, the declarative program 

restarts another one. If too many are running, the 

declarative program removes the extras. But what 

happens if the API microservice starts before the 

database service? 

 

Operators and Developers use text-based YAML 

or JSON files to describe the Orchestrator’s confi-

guration, as well as the declarative programming 

needs of their application.  

 

When the YAML language was originally intro-

duced in 2001, it was comically referred to as ‘Yet 

Another Markup Language’, as languages such as 

Extended Markup Language (XML) and Hyper-

Text Markup Language (HTML) were proliferating 

in the same period. However, YAML has proved to 

be a far more descriptive method for defining the 

complex configurations required to perform the 

needed operations than prior scripting languages. 

The ability to define objects with key-value pairs 

enables the definition to be conveyed with far 

greater detail and precision.  

 

YAML combines the use of indentation from the 

Python language with simplified numeric, list, and 

array manipulation capabilities, and has become 

the de facto standard for describing container 

orchestration operations among other complex 
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technology situations involving such configuration 

needs. 

Types of Container Orchestrators 

 

To hear Google talk about Container Orchestra-

tion, you might swear that Kubernetes is the ONLY 

Container Orchestration engine out there. Though 

Kubernetes has propagated in much the same way 

as Linux in its early days, gaining large scale adop-

tion rapidly, multiple competitive offerings have 

now sprung up, providing choice and additional 

value beyond the scope of what Kubernetes 

provides. Below are a few of the reasons that 

companies might think of using alternative distri-

butions from other providers: 

 

● Kubernetes provides many more options than 
may be needed to satisfy your specific 
applications needs 

● Kubernetes can be fairly complicated; especially 
when something goes wrong; problems can be 
difficult to diagnose 

● There are very few guidebooks to help move 
your applications from their current form to the 
Kubernetes way of thinking 

● There are quite a few hidden costs to 
Kubernetes, including the scalable 
infrastructure architecture needed to support it 
properly 
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So, let's look at some of the container orchestra-

tion systems out there. 

 

For Kubernetes On-Premises 

 

You may be wondering whether you should just 

buy the capabilities from some hosting provider, or 

whether you may need to maintain a greater level of 

control and containment of your applications by 

hosting them locally. For many companies and 

lines of business, such as healthcare, government 

entities, security services, and financial institutions, 

laws restricting access to personally identifiable or 

other types of sensitive data they maintain may 

require an on-premises solution. This is where 

some of the following providers may offer a viable 

alternative. 

 

Mirantis Kubernetes Engine (MKE) 

 

Mirantis Kubernetes Engine (formerly Docker 

Enterprise) is the industry-leading container 

orchestration platform for developing and running 

modern applications at scale, on private clouds, 

public clouds, and on bare metal, as well as Edge 

cloud deployments. MKE delivers immediate value 

to your business by enabling you to adopt modern 

application development and delivery models that 

are cloud-first and cloud-ready.  
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For more information, please visit: 

https://www.mirantis.com/software/mirantis-

kubernetes-engine/ 

 

OpenShift 

 

Red Hat OpenShift is an enterprise-ready 

Kubernetes container platform with full-stack 

automated operations to manage hybrid cloud, 

multi-cloud, and edge deployments. Red Hat 

OpenShift is optimized to improve developer 

productivity. Red Hat OpenShift is focused on the 

developer experience and application security that 

Red Hat claims to be platform agnostic. OpenShift 

enables the developer to develop and deploy 

applications to one or more hosts running the Red 

Hat Operating System. The deployed applications 

can be public-facing or backend applications, and 

can include microservices or databases. 

Applications can be implemented in the developer’s 

programming language of choice. The only 

requirement is that the application must run within 

a CRI-O container. 

 

For more information, please visit: 

https://www.redhat.com/en/technologies/cloud-

computing/openshift 

 

Rancher Kubernetes Engine (RKE) 

 

https://www.mirantis.com/software/mirantis-kubernetes-engine/
https://www.mirantis.com/software/mirantis-kubernetes-engine/
https://www.redhat.com/en/technologies/cloud-computing/openshift
https://www.redhat.com/en/technologies/cloud-computing/openshift
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Rancher is a container management platform 

built for organizations that deploy containers in 

production. Rancher is designed to make it easy to 

run Kubernetes in different environments, meet IT 

requirements, and empower DevOps teams. 

Rancher users can create Kubernetes clusters with 

Rancher Kubernetes Engine (RKE).  

 

For more information, please visit: 

https://rancher.com/ 

 

VMware Tanzu 

 

VMware Tanzu simplifies operation of 

Kubernetes on-premises by putting cloud native 

constructs in the realm of the vSphere VI Admin. 

Tanzu basically adds Kubernetes as part of vSphere. 

 

Within vSphere there are two types of Kubernetes 

clusters that run natively within ESXi. 

 

● Supervisor Kubernetes cluster control plane for 
vSphere. This is a special Kubernetes cluster 
that uses ESXi as its worker nodes instead of 
Linux. 

● Tanzu Kubernetes Cluster, sometimes also 
referred to as a “Guest Cluster.” This is a 
Kubernetes cluster that runs inside virtual 
machines on the Supervisor layer and not on 
vSphere Pods. 

https://rancher.com/


44 

vRealize Operations and vRealize 

Operations Cloud can monitor a Tanzu 

Kubernetes cluster to provide a company’s central 

IT team with Full Stack Observability all the way 

down to the physical infrastructure, theoretically 

eliminating blind spots. 

 

For more information, please visit: 

https://tanzu.vmware.com/tanzu/ 

 

k0s 

 

k0s is an all-inclusive Kubernetes distribution 

with all the required bells and whistles 

preconfigured to make building a Kubernetes 

cluster a matter of just copying an executable to 

every host and running it. It’s the simplest way to 

deploy an on-prem Kubernetes cluster. 

 

k0s key features include: 

 

● Packaged as a single static binary 

● Self-hosted, isolated control plane 

● Variety of storage backends: etcd, SQLite, 
MySQL (or any compatible), PostgreSQL 

● Elastic control-plane 

● Vanilla upstream Kubernetes 

https://tanzu.vmware.com/tanzu/
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● Supports custom container runtimes 
(containerd is the default) 

● Supports custom Container Network Interface 
(CNI) plugins (calico is the default) 

● Supports x86_64 and arm64 
 

Everything you need to know about installing k0s 

and deploying a Kubernetes cluster can be found at: 

https://docs.k0sproject.io/v1.22.5+k0s.1/install/ 

 

For Hosted Kubernetes 

 

For some application environments, it might be 

perfectly acceptable to have data hosted in a public 

cloud setting. Some of the on-premises providers 

such as Mirantis Kubernetes Engine, Red Hat 

OpenShift and Tanzu, can be hosted in public 

clouds such as Equinix Metal, AWS, Google Cloud 

and Microsoft Azure as well. However, only a few of 

the providers designed for on-premises use, such as 

Mirantis Kubernetes Engine, will also provide a 

fully managed cluster whether it is located on-

premises OR in a public cloud. Some may even fully 

support the public cloud provider’s version in 

addition to their own. For example, Mirantis will 

not only support MKE versions, but also AKS, GKE 

or EC2 versions as well. Alternatively, information 

is provided for the most popular public cloud 

provider’s versions of Kubernetes for reference.  

https://docs.k0sproject.io/v1.22.5+k0s.1/install/
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Google Kubernetes Engine (GKE) 

 

Google Kubernetes Engine (GKE) provides a 

managed environment for deploying, managing, 

and scaling your containerized applications using 

Google infrastructure. The GKE environment 

consists of multiple machines (specifically, Google 

Compute Engine instances) grouped together to 

form a cluster. 

 

For more information, please visit: 

https://cloud.google.com/kubernetes-engine 

 

Amazon Elastic Container Service (ECS) 

 

Amazon Elastic Container Service (ECS) is a 

cloud computing service in Amazon Web Services 

(AWS) that manages containers and enables 

developers to run applications in the cloud without 

having to configure an environment in which the 

container images run. ECS enables developers with 

AWS accounts to deploy and manage scalable 

applications that run on groups of clustered servers 

via the AWS application program interface (API). 

ECS is a scalable service accessed through the AWS 

Management Console and software development 

kit (SDK.) 

 

For more information, please visit: 

https://aws.amazon.com/ecs/ 

 

https://cloud.google.com/kubernetes-engine
https://aws.amazon.com/ecs/
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Azure Kubernetes Service (AKS) 

 

Azure Kubernetes Service (AKS) is a Kubernetes 

service managed by Azure. Azure Kubernetes 

Service (AKS) simplifies deploying a managed 

Kubernetes cluster in Azure by offloading the 

operational overhead to Azure. As a hosted 

Kubernetes service, Azure handles critical tasks, 

like health monitoring and maintenance, for you. 

Since Kubernetes masters are managed by Azure, 

you only manage and maintain the worker nodes. 

AKS is free; you only pay for the worker nodes 

within your clusters, not for the management 

nodes. 

 

For more information, please visit: 

https://azure.microsoft.com/en-

us/services/kubernetes-service/ 

 

Equinix Metal and Equinix Fabric 

 

When it comes to hosting Kubernetes, one of the 

few non-opinionated hosting facilities out there is 

Equinix, which provides both the physical 

hardware and network to span the globe and 

support the most global needs of an organization. 

 

Equinix Metal enables customers to dynamically 

deploy single-tenant compute resources in key 

metros around the world in a matter of minutes 

(yes, really!). By leveraging their bare metal 

https://azure.microsoft.com/en-us/services/kubernetes-service/
https://azure.microsoft.com/en-us/services/kubernetes-service/
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compute service, customers can deploy 

virtualization technologies such as VMware ESXi or 

OpenStack. This gives customers the flexibility to 

run any type of workload they want on their own 

dedicated server hardware, built to spec in just 

seconds. 

 

The next piece of the puzzle is Cloud connectivity. 

Equinix Fabric, the virtual fabric of the Cloud 

world, enables customers to seamlessly connect to 

any cloud, partner, or even your own infrastructure 

in seconds. By linking Equinix’s worldwide data 

center footprint, customers can build their own 

backbone, Cloud On-Ramp, or business partner 

interconnection hubs on the fly. Combined with the 

power of Equinix Metal, customers now gain the 

ability to create a totally virtual presence in any 

metro around the world in minutes. 

 

For more information, please visit: 

https://www.equinix.com/services/edge-

services/equinix-metal 
 

For Non-Kubernetes Environments 

 

Let’s face it. Not every containerized application 

service will need the full power and capability of the 

Kubernetes orchestration engine to satisfy the 

needs of the microservices. Sometimes, using 

Kubernetes is overkill, unnecessarily complicating 

an environment and wasting precious time and 

https://www.equinix.com/services/edge-services/equinix-metal
https://www.equinix.com/services/edge-services/equinix-metal
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resources. In these situations, there are more 

simplified services available that provide sufficient 

orchestration capabilities. Below are some of the 

more simplified orchestration engines for 

consideration.  

Linux Container Daemon (LXD) 

 

LXD is actually a container and virtual machine 

manager. LXD provides a hypervisor’s virtual 

resource management capabilities to complement 

its container management capabilities. LXD can 

efficiently and easily adjust resource allocations 

even while the container is running, snapshotting, 

restoring, migrating from one host to another and 

copying containers from one host to another.  LXD 

can replace Virtual Machines and hypervisors for a 

wide range of use cases. 

 

LXD simulates a virtual version of a full operating 

system when running a system container. LXD uses 

the functionality provided by the kernel running on 

the host system to do this. 

 

When running a virtual machine, LXD uses the 

hardware of the host system, but the kernel is 

provided by the virtual machine. Virtual Machines 

running under LXD control can be used to run a 

different operating system from the host. 

 

You can manage your instances (containers and 

Virtual Machines) with a simple command line tool, 
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directly through the REST API or by using third-

party tools and integrations with LXD. LXD 

implements a single REST API for both local and 

remote access. 

 

You can create both system containers and virtual 

machines with LXD. You can use a system 

container to leverage the smaller size and increased 

performance if all the functionality you require is 

compatible with the kernel of your host operating 

system. However, if you need functionality that is 

not supported by the Operating System kernel of 

your host system, or you want to run a completely 

different Operating System, use a virtual machine. 

 

● Scalable (operating the same from containers on 
your laptop to clusters of thousands of compute 
nodes) 

 

Some of the biggest features of LXD are included 

in the core API. They include: 

 

● Security by design (through unprivileged 
containers, resource restrictions, 
authentication, etc.) 

● Intuitive (with a simple API and crisp command 
line experience) 

● Event based (providing logging, monitoring, 
operation, and lifecycle event management) 

● Remote usage (same API is used for local and 
network access) 
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● Project support (as a way to compartmentalize 
sets of images and profiles) 

 

The LXD project was founded and is currently led 

by Canonical Ltd., the creators and maintainers of 

the Ubuntu Operating System, with contributions 

from a range of other companies and individual 

contributors. 

 

Swarm 

 

Docker Swarm is a simplified but powerful 

container orchestrator that enables you to build 

complex applications in a robust, scalable way. The 

collection of servers on which this collection of 

orchestrated “stuff” runs is referred to as “a Docker 

Swarm.” Docker Swarm is often used in situations 

where companies feel their needs are not suitably 

complex to warrant the use of Kubernetes. 

 

In Swarm, a “service” means something different 

from a Kubernetes service. A Swarm service is the 

equivalent of a container and all of the information 

needed to instantiate and run it. There are two 

types of Swarm services: replicated and global 

services. Replicated services are instantiated as 

many times as you’ve requested. If you ask for three 

of a replicated service, you get three. Global 

services are more like Kubernetes DaemonSets, in 

that there is one instance running on each node. 
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Like Kubernetes, Swarm has two types of nodes: 

manager nodes and worker nodes. Manager nodes 

are the nodes that coordinate everything that goes 

on within the cluster from an operational and 

workload perspective. Worker nodes are where the 

application services are run. 

 

A Swarm Stack is a collection of services that 

work together to form a complete application. The 

Stack includes other components those services 

need, such as databases and networks. 

 

Swarm enables you to use multiple load balancing 

mechanisms. Internally, Swarm assigns each 

service hosted on a worker node its own DNS entry. 

Then, when it receives a request for that entry, it 

load balances requests between the different nodes 

hosting that service. 

 

The following are the main features of Docker Swarm: 

 

● Security: The nodes in Docker Swarm enable 
the enforcement of encryption and mTLS  

● Scaling: Docker Swarm consists of automatic 
addition or removal of tasks  

● Decentralized design: Swarm enables you to 
create a swarm from a single disk image 

● Integration: The cluster management of Docker 
Swarm has been fully integrated with Docker 
Engine and Mirantis Container runtime (MCR)  
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● Rolling updates: During rollout, service updates 
on nodes can be made incrementally 

● Declarative service: Docker Swarm enables 
users to define the required state of services in 
the swarm environment. 

● Service discovery: The manager nodes assign a 
DNS to each service 

 

Following Mirantis’ acquisition of Docker 

Enterprise in November 2019, the company 

affirmed at least two years of continued Swarm 

support, pending discussions with customers. 

These conversations have led Mirantis to conclude 

that their customers want continued support of 

Swarm without an implied end date. To that end, 

Mirantis will be continuing to invest in active 

Swarm development. Recently Mirantis developed 

Swarm Jobs, a new service mode enabling run-and-

done workloads on a Swarm cluster. 

 

Enterprise Swarm is now offered as an alternative 

orchestration type with Mirantis Kubernetes 

Engine (MKE). Users can access the Mirantis 

Kubernetes Engine GUI to switch nodes to Swarm-

only or ‘mixed’ (that is, Kubernetes+Swarm) mode 

at will. 
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Nomad 

 

Nomad, a container orchestration engine created 

by HashiCorp, aims to focus on cluster 

management and scheduling. Nomad is designed 

with the Unix philosophy of having a small scope 

while composing with tools such as Consul for 

service discovery and service mesh and integrating 

with HashiCorp Vault for Secrets management. 

 

Nomad is a single binary when deployed as a 

client or server. It requires no external services for 

coordination or storage. Nomad combines a 

lightweight resource manager and a sophisticated 

scheduler into a single binary. By default, Nomad is 

distributed, highly available, and operationally 

simple. 

 

As a single lightweight binary, Nomad can be 

deployed in local development environments, in 

production, on-premises, at the edge, and in the 

public cloud consistently. Nomad provides the 

same operational ease-of-use across all 

environments. 

 

Per HashiCorp documentation, Nomad has been 

proven to scale to cluster sizes that exceed 10,000 

nodes in real-world production environments. 

Nomad models infrastructure as regions and 

datacenters. A region will contain one or more 

datacenters. A set of servers joined together will 
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represent a single region. Servers are federated 

across regions to make Nomad globally aware.  

 

Nomad servers are the brains of the cluster. There 

is a cluster of servers per region, and they manage 

all jobs and clients, run evaluations, and create task 

allocations. Nomad servers are responsible for 

accepting jobs from users, managing clients, and 

computing task placements. 

 

Clients are configured to communicate with their 

regional servers using remote procedure calls 

(RPC) to register themselves, send heartbeats for 

liveness, wait for new allocations, and update the 

status of allocations. Users make use of the Nomad 

CLI or API to submit jobs to the servers. The 

servers are responsible for scheduling the tasks, 

which is done by finding an optimal placement for 

each task such that resource utilization is 

maximized while satisfying all constraints specified 

by the job. 

 

Nomad Enterprise adds collaboration, 

operational, and governance capabilities to Nomad. 

Nomad Enterprise is available as a base Platform 

package with an optional Governance & Policy add-

on module. Nomad Enterprise Platform enables 

operators to easily upgrade Nomad, as well as 

enhance performance and availability through 

Advanced Autopilot features such as Automated 

Upgrades, Enhanced Read Scalability, and 

Redundancy Zones. Governance & Policy features 
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are part of an add-on module that enables an 

organization to securely operate Nomad at scale 

across multiple teams through features such as 

Audit Logging, Resource Quotas, and Sentinel 

Policies. 
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Chapter 5:  

Service Decomposition and 

Microservices 

 

The first step between monolithic and 

microservice is code decomposition. When I was 

writing software programs in “C,” I used to break 

them up into small subroutines, with each one 

dedicated to performing a simple task. I would 

reuse a subroutine whenever I needed to perform 

the same task repeatedly.  

 

This would come in really handy when I found 

bugs. The practice of splitting things up would 

eliminate the need to read thousands of lines of 

code to find where the error was occurring. When I 

upgraded to Java, I maintained the same 

methodology, replacing the subroutine with an 

Object.  

 

In both of these instances, the way I was 

composing the code was geared toward making it 

easier to diagnose my own mistakes. But repairing 

them still involved publishing an entirely new 

10,000-line “C” or Java program once the error had 

been corrected and the program or byte code had 

been recompiled. This also involved having to 

coordinate with the application users and schedule 

the deployment with the operations team, but at 



58 

least it was an attempt to streamline the process a 

little bit.  

 

The good news is that without knowing it at the 

time, I was preparing my coding for the next 

generation of languages that would be needed to fit 

into a cloud native world. Of course, there were a 

few steps remaining to do. From a coding perspec-

tive, I still had to decouple all of the dependencies 

between subroutines and provide a persistent data 

model. This could be achieved by recording the 

state of the data model every time the data flow 

went into or out of the subroutine or Object within 

the program. Any state change in the data model 

would be used to determine where the changes 

would send the data next, as defined in the logic of 

the application. 

 

However, although this way of coding and thin-

king worked for me, it may not be that intuitive for 

everyone. In subsequent sections of this book, we 

will be discussing Service Decomposition in greater 

depth, and providing some helpful guidelines to 

follow as you begin the effort to break down your 

current code into a more Microservices-oriented 

model. 

The Microservices Architecture 

 

The Microservices architecture, or model as it is 

sometimes called, defines an architecture that 

structures the application as a set of loosely 
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coupled, collaborating services, similar to the 

subroutines and objects in my prior way of coding, 

but with some of the following differences: 

 

● Services communicate using either synchronous 
protocols such as HTTP/REST or asynchronous 
messaging protocols such as AMQP. 

● Services can be developed and deployed 
independently of one another. 

● Each service has its own database, or data 
model, so that it can be decoupled from other 
services. 

● Data consistency between services is maintained 
using an event-driven architecture. 

● Generally speaking, a mechanism to ensure data 
consistency across services must be provided by 
the application developer.  

 

The Microservices Architecture has several key 

benefits: 

 

● Each microservice is relatively small and easy to 
manage and maintain. 

● Since services can be developed and deployed 
independently of one another, they can be 
modified and replaced while the application is 
being used, making it much easier to deploy 
new versions of services frequently 

● Since there can be multiple versions of each 
microservice running concurrently and load 
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balanced, it becomes easier to scale 
development. 

● Microservices architectures allow for improved 
fault isolation. 

● The architecture itself eliminates any long-term 
commitment to a technology stack, as the 
individual microservices can be removed or 
replaced easily and often. 

 

The Microservices Architecture can also have 

some potential drawbacks: 

 

● Developers must deal with the additional 
complexity of creating a distributed system. 

● It creates additional deployment complexity, as 
the pipelines must handle many more releases 
of the individual microservices and services 
themselves 

● The microservices architecture and its methods 
can result in increased memory consumption, as 
a great deal more microservice versions and 
data may be present in memory to support 
application usage 
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Chapter 6:  

Cloud Native Technologies 

 

Per the Cloud Native Computing Foundation, 

cloud native technologies empower organizations to 

build and run scalable applications in modern, 

dynamic environments such as public, private, and 

hybrid clouds. Containers, container orchestrators, 

service meshes, microservices, immutable 

infrastructure (servers or Virtual Machines that are 

never modified after deployment, only replaced 

with new versions), and declarative APIs provide 

the basic contours of this approach. 

 

Employing all of these techniques together 

enables loosely coupled systems that are resilient, 

manageable, and observable. When the approach is 

combined with robust automation, it allows 

engineers to make high-impact changes frequently 

and predictably with minimal effort. 

 

The reason why the Cloud Native Computing 

Foundation exists is to drive adoption of this 

paradigm by fostering and sustaining an ecosystem 

of open source, vendor-neutral projects to support 

its many facets. This shift in popular software 

development techniques has generated an entirely 

new genre of predominantly open-source tools. 

 

Cloud native demands more than merely taking 

existing, on-premises applications and moving 



62 

them over to the cloud. Cloud native computing 

requires that applications be explicitly designed for 

optimal effectiveness within a cloud environment, 

with an architecture that supports this ideal. 

Modern cloud services are making this possible. 

 

True cloud native applications should be designed 

and created with the following characteristics:  

 

● Oriented toward microservices 

● Containerized  

● Dynamically orchestrated  

● Built using frameworks and languages that are 
best suited to specific tasks 

● Managed using agile DevOps processes. 

● Developed to provide service to mobile-first 
applications followed by server only 
architectures. 

● Potentially demanding specialized security tools 
or platforms based on inherent vulnerabilities 

 

Cloud native application development techniques 

rely on an agile continuous integration and 

continuous delivery development (CI/CD) system . 

The shift from one large release for an entire 

application or platform to the CI/CD approach 

brings with it a fundamental change in the 

structure of most companies' IT departments. This 

shift in organization and workflow is associated 
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with the combining of software development and IT 

operations teams. The two teams are typically 

renamed as DevOps. 

 

Why Combine Development and Operations 

into DevOps 

 

The term DevOps defines the method of 

automating processes between Development and IT 

Operations. The automation of these processes is 

one of the essential factors of successfully 

implementing a cloud native software development 

approach. Cloud native places an emphasis on 

reducing go-to-market time and bringing more 

efficiency to companies. DevOps process 

automation streamlines individuals, tools, and 

systems, contributing to the overall success of the 

enterprise. A cloud native DevOps approach 

maximizes agility with continuous deployment. 

Moreover, it scales up systems and applications 

without the need for drastic changes in operations 

or personnel. This is what makes cloud native 

DevOps a logical step towards improved 

productivity. 

 

When companies realize that agile development 

requires both automation and cultural 

transformation to produce quality applications 

faster, DevOps becomes a high priority. Handling 

multiple hybrid environments or streamlining 

infrastructure for use in the transforming 
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environment can become complicated. That’s why 

tools that align cloud native and DevOps processes 

are becoming very popular. In addition to 

containerization and taking advantage of container 

orchestration engines, automating CI/CD pipelines 

becomes important in order to reduce complexity 

and the chances of errors. This automation can save 

a lot of headaches for developers. Moreover, it 

enables them to focus on the actual product instead 

of fixing issues. 

 

Effective implementation of cloud native DevOps 

helps businesses market new and innovative 

technologies more rapidly. It speeds up a 

company’s digital transformation and stimulates 

efficiency and performance throughout the 

organization. When companies place their reliance 

on the potential of cloud native DevOps, it 

eliminates roadblocks and unlocks on-demand, 

unlimited software development potential.  

 

Some Benefits of Moving to Cloud Native 

 

Like everything else in life, there can be some 

positives and negatives for making a choice on 

anything. Going cloud native is no exception. I have 

tried in the book to handle the choice evenly. Not 

every application benefits from going all out cloud 

native. Some are completely fine being monoliths. 

Others may receive the most benefit from 

decomposing and virtualizing the services within an 
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application. But I wanted to take this opportunity 

to share a more detailed list of Pros and Cons for 

taking advantage of the microservices containerized 

and container orchestrated architecture in the hope 

that the list will help in your decision making.  

 

The Pros 

 

Some very real developer and application-

oriented benefits can be achieved by moving to 

cloud native application designs, including: 

 

● Faster Release Times: The faster an 
organization can conceive, build, and ship value 
to customers, the more likely it is to succeed.  

● Ease of Management: Cloud native helps to 
make infrastructure management effortless.  

● Reduced Cost: Containers manage and secure 
applications independently of the infrastructure 
that supports them, so no added software or 
hardware elements are needed, reducing the 
cost of the overall infrastructure design 
required.  

● Reliable System: Use of approaches like 
microservices and Kubernetes helps build 
applications that are fault-tolerant with self-
healing built in. 

● Avoids Vendor lock-in: Days are gone when 
legacy vendor issues of some year lock-in 
licensing proprietary hardware. 
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● Scalability: Auto scalability is the main feature 
of cloud native applications. 

● Auto-provisioning: Cloud native applications 
support auto-provisioning. 

 

A case can also be made for deploying 

microservices in container orchestrated 

environments to ease management and enforce 

appropriate security and network policies: 

 

● You can put two to three times as many 
applications on a single server with containers 
as you can with a VM 

● With containers, you can create a portable, 
consistent operating environment for 
development, testing, and deployment 

● VMs take up a lot of system resources 

 

But before you start writing an obituary for 

Virtual Machines… 

 

The Cons 

 

A case can also be made against simply deploying 

microservices in containers without the 

orchestration environment in place: 

 

● The #1 problem with containers by themselves 
is SECURITY! 
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● Libcontainers access five key kernel oriented 
namespaces: process, network, mount, 
hostname, and shared memory on linux, each of 
which require superuser access to achieve. This 
makes their use a breach target. 

● If a user or application has superuser privileges 
within the container, the underlying operating 
system could, in theory, be cracked 

● Container sprawl without using a registry to 
control container versions and new container 
development can be a real problem both for 
quality assurance AND for container 
management 

 

So, if you are concerned about power and cooling 

and are going for density of service in a very small 

footprint that is founded on the “write once, run 

anywhere” paradigm, there is a great case for going 

cloud native. If you are concerned about security 

and don’t have a clear understanding of how to 

eliminate threats to a cloud native application, then 

you may want to wait before taking on the added 

potential risks that going cloud native introduces.  

 

How Cloud Native Differs from Virtualization 

 

Virtualization is a software technology that 

encapsulates computer programs from the 

underlying operating system on which they are 

executed. The software technology, usually referred 

to as a hypervisor, virtualizes hardware into 
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multiple machines, while cloud native computing, 

on the other hand, is the combination of multiple 

hardware devices. A user gets dedicated hardware 

with a virtualized application, while with cloud 

native solutions, multiple hardware devices are 

pooled and presented as one login environment for 

each user based on a quota.  

 

The journey toward cloud native actually starts 

with virtualization. Virtualization represents the 

first step to cloud computing, which defines 

infrastructures through the use of software. When 

infrastructure is virtualized, it provides access to 

shared pools of configurable resources, such as 

CPU, storage, or network services, which are 

rapidly provisioned with minimal human 

intervention. Once virtualization has been 

achieved, the environment can truly become “cloud 

native.” 

 

However, simply having a virtualized 

infrastructure or virtualized software application 

does not equate to being cloud native. According to 

the National Institute of Standards and Technology 

(NSIT), a cloud native environment should also 

possess all of the following characteristics which 

are not inherent in a virtualized environment: 

 

● The services must be on-demand 

● The services must have broad network access 
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● Resources must be pooled and delivered 
programmatically 

● The services must be able to expand and 
contract rapidly 

● Services must be measured or provided on a 
pay-per-use model 

 

If you already have a virtual infrastructure, you 

can create a cloud by pooling virtual resources 

together, orchestrating them using management 

and automation software, and creating a self-

service portal for users, or you can let a 

virtualization orchestrator like OpenStack do a lot 

of that work for you. We will be discussing 

OpenStack and its integration into the 

microservices and containerized world later in this 

book in Chapter 10: Even Control Planes Get the 

(Monolithic) Blues. 

 

Cloud Native Applications Remove Operating 

System Dependencies 

 

Cloud native applications don’t require any 

dependencies on a particular operating system or 

physical machine type. Microservices, by default, 

can be deployed across multiple servers running 

any operating system and by design, operate at a 

higher level of abstraction. Of course, an exception 

to this precept is a use case where a microservice 

needs certain capabilities including solid-state 
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drives (SSDs) and graphics processing units (GPUs) 

that may only be available on a small group of 

physical servers on which the microservices are to 

be run. Containers used to host each microservice 

in your application lets you package its needed 

software along with all of its dependencies. This 

eliminates any dependency on the Operating 

System’s libraries. 

 

Cloud Native Applications Help to Isolate 

Stateful and Stateless Services 

 

It is considered a “best practice” to ensure the 

design of your cloud native applications is 

architected to provide a clean separation of 

stateless and stateful services. There are several 

reasons for following this precept.  

 

First, when dealing with stateless services, the 

programming complexity is greatly reduced. This is 

because the workflow is very simple. Incoming 

requests are received, processed, and forgotten. A 

second reason is that there is no need to maintain 

state. The stateful application’s level of complexity 

usually revolves around maintaining session state. 

One of the biggest reasons for this added 

complexity involves the need to replicate the 

session state across the cluster. 

 

Although deploying stateless applications may 

make the developer’s life easier, it is an issue of 
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moving stateful creation, update, and deletion from 

the application layer to the persistence layer of the 

application design. The need for retaining state 

usually falls to the CRUD-based relational model 

residing in the persistence layer. However, if we 

consider moving from the CRUD-based relational 

model to an event-driven model for persistent state 

retention, both the stateless and stateful service 

designs require almost equal complexity to achieve. 

Events are, simply put, a historical record of the 

state of something. You can easily return an object 

to its prior state by replaying the events up to the 

desired point-in-time. Logging these events 

becomes a simple matter of capturing a key-value 

pair describing the result of the change in state. 

 

In many web-based use cases, taking the event-

driven stateful approach versus the stateless 

approach may be the best alternative. This is 

especially true for real-time or stream-based 

applications. Just decide which method is best for 

your particular use case and make sure to keep the 

practices separate between microservices used in 

your application. 

 

Cloud Native Development and Delivery is Best 

Provided as Self-Service on IaaS-based 

Infrastructure 

 

This might be a very good time to expand on a 

term used previously, but not fully explained. The 
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term is Immutable Infrastructure. Most of the time, 

when servers are purchased in an organization, 

they are acquired for a specific purpose under a 

specific department’s budget. This physical 

hardware may get updated fairly regularly to 

accommodate whatever changes have occurred in 

the software that the physical server was purchased 

to run. Over time, these servers become more and 

more unique and brittle. The new changes or fixes 

applied are increasingly likely to cause unexpected 

problems. 

 

Immutable infrastructure servers are never 

changed in place after they are deployed. Rather, if 

a system component needs to be fixed or modified 

in any way, new servers (or containers) are built 

from a common image with the appropriate 

changes and replace the old instances. This 

methodology can help ensure the stability and 

transparency of the system configuration, and 

reliable, repeatable deployments. When an instance 

becomes problematic, the DevOps team shuts it 

down and replaces it with an instance cloned from a 

properly fixed and tested common image. 

 

Once these infrastructure practices have been put 

in place, it becomes easier to pool the computing 

resources and parse the resources out to developers 

and application providers as needed by the entire 

organization. This becomes a much more efficient 

and cost-effective way of satisfying the 

organization’s computing needs. 
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In order to allow the DevOps team to operate 

most effectively, it is an essential best practice to 

provide this immutable infrastructure when needed 

via some type of self-service web-based portal. The 

developer/end user accesses the portal, describes 

how much computing resource is needed in terms 

of CPU, storage, and network connectivity and how 

the resulting computer instance should be accessed, 

either on an internal or externally facing network. 

Voila! The computing resources are almost 

immediately made available. This practice keeps 

the Operations part of the DevOps team out of the 

way of development and delivery of their product 

(an application.) It also enables the Operations part 

of the team to focus on delivering this immutable 

infrastructure to the developers with less and less 

friction and greater robustness. 

 

Some companies swear by VMware as the tool of 

choice for delivering this immutable infrastructure 

to the end users. But if you have ever worked in an 

environment where VMware is employed, a lot of 

interaction is required between the end user and 

the vSphere Administrator to make an instance 

happen. 

 

On the other hand, some companies find that 

establishing Open Source frameworks, such as 

OpenStack, that mimic the same features of self-

service and delivery of immutable infrastructure 

directly to the end user, in much the same way as 
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Amazon Web Services (AWS), Microsoft Azure, or 

Google Cloud do, represents a better alternative. 

This is especially true for companies governed by 

higher level agencies or needing to host 

applications in a hybrid cloud world. 

 

Now let's look at actually making the transition to 

Cloud Native architecture. 
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PART 2:  

MOVING TO CLOUD NATIVE 

ARCHITECTURE 

 

Now that we have a few of the fundamentals out 

of the way, let’s take a look at how one actually 

moves their company and their developers toward a 

cloud native architecture. 
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Chapter 7:  

Some Logical Steps for Moving an 

Application from Monolithic to Loosely 

Coupled Microservices 

 

Compared to monolithic applications, 

microservices are small, autonomous units that 

address individual functions and work with others 

to help an application function. Operating with 

these distributed components brings several 

benefits, but also its own unique set of issues. 

 

Maintaining the quality of your software during 

the move from your monolithic or other legacy 

system can be tough.  Too often, it’s holding back 

teams from even starting the transition, but it can 

be accomplished with a little planning, preparation, 

and perspiration. The process can be broken down 

into multiple steps. Let’s go through them together. 

 

Step 1: Define Boundaries 

 

The first step in the series is to define the 

boundaries and capabilities of your application. 

This will help you to ferret out how much coupling 

you have within your monolith, which represents 

the largest concern in determining how challenging 

the process will be for this particular application. 
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The term spaghetti code is one that is used far too 

often in reference to monolithic applications. The 

reason for this snide reference is likely due to the 

fact that almost all codebases with size and age add 

more and more coupling to their logic. That is the 

difficult part of transition — decoupling that which 

is too tightly coupled. However, the age and size of 

the codebase is not always indicative of this 

coupling problem.  A monolithic application does 

not necessarily need to be tightly coupled. 

 

We have defined coupling as the enemy. But, if 

good coding practices were employed during the 

creation of the monolith, the developer found a 

balance between cohesion and coupling. If the 

proper boundaries were defined in the monolith, 

then the transition will be much easier to 

accomplish. Microservices are single units that 

contain a certain set of capabilities within the 

system. The same boundaries can and should be 

applied within a monolithic application. 

 

Step 2: Identify Coupling 

 

Where step one involved defining the capabilities 

of the system, step two defines the boundaries 

(Bounded Context), which are a collection of those 

capabilities. For example, the shopping cart in a 

point-of-sale application may include an inventory 

boundary component on one side, and an identity-
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bounded element on the other. The cart object is 

the vehicle for holding them together. 

 

Step 3: Move to RPC 

 

In step three, we need to discover and document 

which Bounded Context references couple to other 

bounded contexts, and which capabilities in one 

bounded context need to call a function in another 

bounded context, usually used to perform an action 

or get data.  

 

This type of coupling breaks down into two 

categories: 

 

● Functions/APIs 

● Database Schema 
 

In the first case, function/API calls were 

previously done in-process, but, since you’re 

separating out the function/API to a new service, 

you can’t make these calls in the same way. Instead, 

you need to make some type of Remote Procedure 

Call (RPC) over the network. The RPC call is usually 

done via HTTP, gRPC, and so on.  

 

Synchronous RPC is NOT a good long-term 

solution for any distributed system. However, it can 

be an intermediate step towards moving portions of 

a system, in phases, toward being independent and 
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autonomous. Eventually, the synchronous RPC 

calls should be replaced with an asynchronous 

messaging system of some sort. 

 

Meanwhile, each boundary must retain its own 

data. Shared databases are not used directly within 

a microservices context because it creates an 

undesired coupling between different services. 

Once decoupled, you do not want to have one 

Bounded Context query the schema of another 

Bounded Context. 

 

So far, by completing the steps outlined, we’ve 

created a distributed monolith. We have moved all 

communication that was in-process to an RPC call 

over the network. One small step for man; one giant 

leap toward a cloud native application. 

 

Step 4: Define Data Ownership 

 

In this step, you need to remove the tight 

coupling of data and the stateful storage 

mechanism employed to maintain the state of the 

application. This will enable you to move toward a 

more stateless model where the datagram passed 

between microservices only contains the data 

needed to support the task being performed within 

the boundaries of the microservice itself. Instead of 

going back and forth to a persistent storage area to 

get and update data in a shopping cart, for example, 

the cart object may maintain the identity object for 
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the purchaser and the inventory IDs for the 

products in the cart until both are used at checkout 

time. 

 

Step 5: Implement Asynchronous Messaging 

 

Finally, in step five, you have a bit more work to 

do to get your services to be autonomous. Having 

carved off a Bounded Context, it’s a matter of 

applying the same concepts to other boundaries 

and capabilities in your system until you have 

transitioned all of them. Commands and Events 

will be sent and published to a Message Broker to 

remove RPC. This eliminates the complexity of 

retaining the access needed to execute remote 

procedure calls from the interaction between 

services, even if they live on different hosts. Role-

Based Access Controlled certificates replace all of 

that interaction. This is a giant step in gaining 

autonomy of a service. 

 

In summary, the steps to follow are: 

 

● Define Boundaries 

● Identify coupling 

● (Intermediate) Move to RPC 

● Define Data Ownership 

● Implement Asynchronous Messaging 
 



81 

Modern Cloud-Aware Languages for Cloud 

Native Development 

 

Now let's look at some of the programming 

languages you might consider for this new 

development. 

 

Since I’ve been at this a while, I will start with a 

few oldies but goodies that have stood the test of 

time and then go a bit deeper into the new kids on 

the block who will undoubtedly assume a more 

prominent position on the list as more and more 

students are taught them in school. 

 

Let’s start with a few that grew up out of the 

development of the internet: 
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Java 

 

Java is widely known as a general-purpose 

programming language. Today, it has positioned 

itself as one of the best programming languages for 

cloud computing and is used by millions of 

developers and executed in over 15 billion terminals 

across the globe. Java is highly versatile. Its 

versatility is a key feature that makes it one of the 

few languages that can be used to create 

applications for websites, desktops, mobile devices 

and video games using the same codebase. 

 

This programming language provides many 

benefits, including: 

 

● It is object-oriented.  

● It can be used without complications from 

dependencies, etc. 

● It is truly platform independent.  

● It is fairly easy to learn. 

● Cloud computing programs created using Java 

can run in different operating systems, 

including Windows, iOS, Blackberry, Linux and 

more, all running the same interpreted 

codebase 
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Java has security features built in that are robust 

and easy to use. If you want to realize serverless 

architecture, you can easily do it using a few 

programming languages, including Java. It features 

AOT (ahead-of-time) compilation of various 

frameworks, which allow you to efficiently address 

a big distributive size and a long cold start. 

 

All major cloud providers, including Amazon Web 

Services (AWS), Microsoft Azure and Google Cloud 

Platform (GCP) offer level one support for Java in 

their SDKs. 

 

Python 

 

Python is one of the hottest languages in the 

cloud industry today. The Python language is 

geared towards novices so almost anyone can learn 

to program in it. Python provides exceptional 

features like third-party modules, immense support 

libraries, and open-source and community 

development options, to name a few. Python is a 

high-level, interpreted and very interactive object-

oriented scripting language with a well-defined 

hierarchical indented format. Python was designed 

to be easily readable and uses English syntax and 

keywords frequently where other languages use 

punctuation.  The Python language has fewer 

syntactic constructs than other languages, making 

it simpler to learn. 
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Python combines various high-tech features such 

as speed, productivity, community and open source 

development, extensive support libraries, third-

party modules and more to improve programming. 

Whether you want to create business applications, 

games, operating systems, computational and 

scientific applications, or graphic design and image 

processing applications, Python has got you 

covered. 

 

Here are some of the main features and benefits 

this language provides: 

 

● Web frames and applications 

● Scientific and computational applications 

● GUI-based desktop applications 

● Language development 

Python is used extensively in the AWS Cloud and 

is natively supported by AWS Lambda. This is a 

great language to use for developing serverless 

applications on Amazon Web Services. 

 

.NET 

 

Okay, this is not my favorite language for a lot of 

reasons, mostly because it is slanted toward use 

with the Windows Operating System and its 

development is governed by Microsoft, but it still 
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holds a prominent position in programming for the 

web. 

 

ASP.NET is mostly used to develop web 

applications and websites with multiple functions. 

One of the reasons it has positioned itself as a 

fantastic cloud computing language is its ability to 

provide dynamic web pages and cutting-edge 

solutions that can be viewed across different 

browsers. 

 

Beginning developers will find the ASP.NET 

framework fairly easy to use. ASP.NET comes with 

a lot of built-in features, including: 

 

● It minimizes the use of large code when 
developing large applications. 

● It is effective in the development of dynamic 
web pages. 

● It is language-independent and extremely easy 
to use. 

● It separates logic and content to keep 
application development inconveniences to a 
bare minimum. 

● It uses built-in Windows authentication to 
secure applications. 
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PHP 

 

PHP is a popular language used by programmers 

primarily for such purposes as website automation. 

It is fairly easy to learn and manipulate. PHP is a 

top choice for many programmers because it helps 

create applications with dynamic elements. PHP is 

an object-oriented language that can be used to 

develop complex and large web applications. 

 

PHP has the ability to run on UNIX and Windows 

servers. It is also worth mentioning PHP’s powerful 

output buffer feature that makes it popular. Its 

remarkable speed, low cost, reliability, and security 

are also other features that make it worth 

investigation for cloud native applications. 

 

PHP is integrated with several popular database 

management systems. It can connect to MySQL and 

manipulate the database fairly straightforwardly, 

for instance, to perform MySQL backups. For non-

DBA’s, backing up databases can be tedious and 

time-consuming. The task is made much easier 

with PHP. 

 

PHP is reliable, safe, fast, and affordable. It is 

definitely a cloud computing language you should 

consider using to fulfill unique development needs. 
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Node.js 

 

Node.js is built on the JavaScript V8 engine. It 

can run in various browsers including Chrome or 

even function as a standalone tool. NodeJS can 

handle server requests effortlessly. Basically, 

NodeJs widens the scope of JavaScript’s 

functionality. NodeJs helps to integrate coding 

languages with APIs, other languages, and several 

external libraries. It plays an exclusive role in web 

app development using the ‘JavaScript everywhere’ 

paradigm and can handle both server-side scripting 

and client-side programming. 

 

The Node.js language is easy to manipulate and is 

highly effective in the development of end-to-end 

applications. Node.js features a non-blocking, 

evented, asynchronous communication pattern that 

allows applications to handle a huge number of 

connections. Running on Google JS engine, this 

language is extremely fast, which makes it a favorite 

among many modern developers. 

 

Some of the key benefits of Node.js include: 

 

● Cross-platform compatibility 

● The convenience of using one coding language 

● JavaScript V8 Engine 

● Facilitating quick deployment and microservice 
development 
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● Highly Scalable  

● Commendable data processing capability 

● Active open-source community 

● Additional functionality of Node Package 
Manager (NPM) 

● Advanced hosting ability of NodeJs 

● Fast data streaming 
 

Now let's look at some of the newer offerings that 

have sprouted up recently to fill this cloud native 

programming need. 

 

Golang 

 

The Google-born language, Golang (or Go, as it is 

sometimes referred) is rapidly becoming the 

language of choice for many cloud native 

operations. Go has played a significant role in the 

creation of Docker, Kubernetes, Istio, and many of 

the other cloud-related technologies. Simply put, 

Go is the language of cloud infrastructure. 

  

Golang has gained popularity among 

programmers. It is one of the easiest to use cloud 

development languages for cloud native 

infrastructure manipulation. It was originally used 

chiefly on Google Cloud (GCP), but also applicable 

on different cloud platforms. Go had developed a 
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standard library for the cloud. The standard library 

currently supports the three major cloud providers, 

Amazon, Azure, and Google Cloud Platform. 

 

Most enterprises that work on the cloud today are 

utilizing Golang. Its features, such as deep 

integration, libraries, authentication, and so on, 

make it an excellent tool for these enterprises. 

Programmers choose it because it helps them build 

fast, secure, efficient, and scalable applications. 

  

Golang has emerged as an alternative to some of 

the earliest programming languages. It has also 

proved to be faster than many languages.  

 

Ballerina 

 

Ballerina is an open-source programming 

language for the cloud that makes it easier to use, 

combine, and create network services. WSO2, an 

IBM group founded in 2005 to create a 

standardized API for enterprise platform 

manipulation, also initiated the Ballerina language 

project in 2017. WSO2 had a strong presence at 

KubeCon 2018 in Copenhagen showing how to use 

Ballerina on Kubernetes. 

 

Cloud native programming inherently involves 

working with remote network endpoints: 

microservices, serverless, APIs, WebSockets, SaaS 

apps and more. Ballerina is a programming 
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language that is designed to make coding network 

constructs an inherent part of the language, and to 

bring code-first agility to the challenge of 

integrating across endpoints.  

 

Ballerina has first-class support for distributed 

transactions, circuit-breaker patterns, stream 

processing, data-access, JSON, XML, gRPC and 

many other network endpoints. It deploys directly 

onto Docker and Kubernetes. It integrates with 

common IDEs including IntelliJ and Visual Studio 

Code. 

 

Ballerina empowers developers to write code to 

integrate items, rather than use complex 

configuration-based integration schemes. 

Ballerina’s underlying value type system makes 

JSON and XML tables, records, maps and errors 

primitives, eliminating the need for libraries to 

work with these fundamental data structures. As a 

result, developers can do a lot of data structure 

manipulation using simple constructs within the 

source code. Sequence diagrams can then be 

automatically generated from code. 

 

The language is designed around the following 

core design principles: 

 

● Sequence diagram generation  

● Granular Observability  

● Concurrency workers are multithreaded 



91 

● Network aware 

● Environment aware 

● DevOps ready 

● Secure by Design 

● Built-in container support 
 

The Ballerina language is an open source project 

that can be found in GitHub. 

 

Pulumi 

 

Pulumi is the newest contender in the 

infrastructure-as-code language space. Pulumi, 

launched in June 2018, supports Kubernetes 

among other frameworks. It leverages existing 

programming languages such as TypeScript, 

JavaScript, Python, Go, and .NET and their native 

ecosystem to interact with cloud resources through 

the Pulumi SDK.  

 

A downloadable CLI, runtime, libraries, and a 

hosted service work together to deliver a robust way 

of provisioning, updating, and managing cloud 

infrastructure. Pulumi is targeted to satisfy the 

following infrastructure as code needs: 

 

● Build: Build cloud applications and 
infrastructure by combining the safety and 
reliability of infrastructure as code with the 

http://joeduffyblog.com/2018/06/18/hello-pulumi/
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power of familiar programming languages and 
tools. 

● Deploy: Deploy cloud applications and 
infrastructure faster and with confidence, using 
one shared approach that works for day one and 
beyond for the entire team. 

● Manage: Manage cloud applications and 
infrastructure with a shared platform that helps 
teams adopt Cloud Engineering through 
collaboration, visibility, and policies and 
controls. 

 

Pulumi uses a desired state model for managing 

infrastructure. A Pulumi program is executed by a 

language host to compute a desired state for a 

stack’s infrastructure. The deployment engine 

compares this desired state with the stack’s current 

state and determines what resources need to be 

created, updated or deleted. The engine uses a set 

of resource providers (such as AWS, Azure, 

Kubernetes, etc.) in order to manage the individual 

resources. As it operates, the engine updates the 

state of your infrastructure with information about 

all resources that have been provisioned, as well as 

any pending operations. 

 

Pulumi executes resource operations in parallel 

whenever possible but understands that some 

resources may have dependencies on other 

resources. If an output of one resource is provided 

as an input to another, the engine records the 

dependency between these two resources as part of 
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the state and uses these when scheduling 

operations. By default, if a resource must be 

replaced, Pulumi will attempt to create a new copy 

of the resource before destroying the old one.  
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Chapter 8:  

If You’ve Read the Book This Far, We 

Can Now Do Something Useful! 

 

Now that you have some type of immutable 

infrastructure available, either VMware, 

OpenStack, or bare metal, you may want to pursue 

installing a framework such as Tanzu on top of 

VMware or Kubernetes on either bare metal or 

OpenStack to allow you to satisfy your curiosity as 

to how a cloud native microservice designed 

application works on the framework. There are 

many examples of microservice-oriented 

applications out there to choose from for testing 

purposes. Some very simple examples like hello-

world-microservice can be found here: 

https://medium.com/swlh/building-your-first-

microservice-80c90af74d9b 

 

The hello-world-microservice example simply 

sets up a web service and allows two different 

microservices to feed the output presented in the 

application’s URL. This is very instructive if you’ve 

never delved into the realm of microservices 

application architecture before, but it doesn’t really 

provide you with enough information to set up 

testing and observability of the application in 

operation. I think you will find that knowing how to 

test and observe your applications will be more 

complex and time-consuming than writing the 

https://medium.com/swlh/building-your-first-microservice-80c90af74d9b
https://medium.com/swlh/building-your-first-microservice-80c90af74d9b
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microservices application itself. For this reason, I 

would offer an alternative option as an example 

that includes all of these features for your 

investigation. 

 

The microservices application is called Sock 

Shop. It is one of my personal favorites. The Sock 

Shop application was developed by two companies 

called Weaveworks and Container Solutions. 

I am providing the information in the following 

sections of this chapter to assist you in the 

deployment, testing and observation of your 

application in your newly created environment.  

 

You can find information for deploying, observing 

and load testing the application here: 

https://github.com/microservices-demo. The 

information at this site is fairly comprehensive. 

However, if you want to pursue the investigation 

more rapidly on your own, you can find the needed 

information here: https://microservices-

demo.github.io/docs/quickstart.html 

 

Before we can get there, however, we have to 

install the Kubernetes framework for the 

application to run inside of. Now, in order to 

accomplish this using VMware and Tanzu Grid, you 

would need a VMware vSphere instance, a vSphere 

Administrator, all of the necessary licenses for 

vSphere, vCenter, Tanzu Grid, etc. and then have 

Operations people assist you in the assembly, and 

configuration of the Kubernetes cluster before you 

https://github.com/microservices-demo
https://microservices-demo.github.io/docs/quickstart.html
https://microservices-demo.github.io/docs/quickstart.html


96 

could begin your investigation. In order to avoid all 

of this hassle, I have decided to take the open 

source route and install an easy-to-use version of 

the Kubernetes framework for the purpose called 

k0s. This version of the Kubernetes framework is 

installed by copying a binary to a single Linux 

platform, and starting up the service. The 

instructions are provided below for your reference. 

 

Installing k0s 

 

Kubernetes defines two types of nodes: 

controllers and workers. k0s enables you to create 

nodes of either type, but we're going to create one 

that does both: 

 

1. First download and execute the install script: 

curl -sSLf https://get.k0s.sh | 

sudo sh 

2. Next install the service: 

sudo k0s install controller --

single 

3. Finally, start the service: 

sudo k0s start 

 

From there, you just need to have configured 

access to the Kubernetes client, kubectl.  For 
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instructions on installing kubectl for your operating 

system, you can see the documentation at 

https://kubernetes.io/docs/tasks/tools/. As for 

pointing it at your cluster, on the local machine, 

you can execute 

 

export 

KUBECONFIG=/var/lib/k0s/pki/admin.conf 

If you're working from another machine or with a 

tool such as Lens (http://k8slens.dev), simply copy 

over the file. 

 

Voila! You have a running Kubernetes 

Deployment. Now you are ready to install the Sock 

Shop application. 

 

Installing the Sock Shop Microservices 

Application 

 

The steps in the Sock Shop installation are fairly 

simple and won’t take you a whole lot of time. The 

first step is to acquire the manifests and other 

YAML files governing the Sock Shop deployment. 

To do this, you can issue the following command: 

 

$ git clone 

https://github.com/microservices-

demo/microservices-demo 

 

https://kubernetes.io/docs/tasks/tools/
http://k8slens.dev/
https://github.com/microservices-demo/microservices-demo
https://github.com/microservices-demo/microservices-demo
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Then change directory to the microservices-demo 

kubernetes deployment directory created by the git 

command: 

 

$ cd microservices-

demo/deploy/kubernetes 

 

And simply run the following commands to install 

the application: 

 

$ kubectl create namespace sock-shop 

$ kubectl apply -f complete-demo.yaml 

 

Once these commands complete, you should be 

able to access the Sock Shop URL, which will 

display an interface that looks like this: 
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Sock Shop is a fully functional application at this 

point. Feel free to explore the Catalog menu item at 

the top of the page. It will display pages like this: 

 

 

 

There are some default users already established 

listed below: 

 

Username Password 

user password 

user1 password 

Eve_Berger eve 

 

But you can also create logins and passwords for 

accessing the Sock Shop application as a specific 

user with specific preferences. 
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Testing the Sock Shop Application 

 

The Weaveworks folks have been kind enough to 

set up a load testing jig for you to place enough load 

on the application to determine how many users 

and transactions can be supported in the particular 

configuration you have created. To activate the load 

test, you simply issue the following command from 

within the microservices-demo directory as an 

example: 

 

$ docker run --net=host 

weaveworksdemos/load-test -h localhost -

r 100 -c 2 

 

The full syntax of the command is provided below 

for reference: 

 

$ docker run weaveworksdemos/load-test 

--help 

 

Usage: 

  docker run weaveworksdemos/load-test [ 
hostname ] OPTIONS 

 

Options: 

  -d  Delay before starting 

  -h  Target host url, e.g. localhost:80 

  -c  Number of clients (default 2) 

  -r  Number of requests (default 10) 
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Description: 

  Runs a Locust load simulation against a 

specified host. 

 

Now that you can see it in action, let's discuss 

what we're actually looking at. 

 

The Purpose of the Sock Shop Application 

Design 

 

The developers had several things in mind when 

they created these microservice application 

examples. Some of the things that they stated as 

objectives include: 

 

● Demonstrate microservice best practices (and 
mistakes!) 

● Be able to deploy to all orchestrators 

● Show the benefits of continuous 
integration/deployment (CI/CD) 

● Physically demonstrate how DevOps and 
microservices complement each other 

● Provide a "real-life" testable application for 
various orchestration platforms 
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The Sock Shop Application Architecture 

 

As shown in the image below, the microservices 

are defined and bounded by typical operations you 

might find in an eCommerce website. 

 

All services communicate using REST over HTTP. 

The developers decided to use this type of transport 

based on the simplicity needed for development 

and testing of the application. 
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The layout of the containers hosting the 

microservices in the sock shop application looks 

something like the diagram below.  

 

 
 

Notice that there is a Many-to-One relationship 

between the containers created to the services 

included in the application. This is because each of 

the services (Order, Payment, User, Catalog and 

Cart) have been broken down further into elements 

contained in individual microservices that satisfy 

the tasks defined within the boundaries of the 

service. Specific microservices, such as the 

connection to a Mongo or MySQL database or the 

connection to the Message Queue, are reused 

within each service that requires those functions: 
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Sock Shop Application Observability 

 

It’s always a good idea to be able to capture and 

display the Golden Metrics established early on by 

Google for checking the viability of a microservices 

application: 

 

● Latency  

● Traffic Flow  

● Error Count  

● Saturation Point 
 

Once again, the Weaveworks team has provided 

the needed visualization and data-capturing tools 

for the purpose. You can install them by issuing the 

following command from within the microservices-

dem directory: 

 

$ kubectl create -f 

./deploy/kubernetes/manifests-monitoring 
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You can determine the output URL for the 

instance of Prometheus and Grafana that are 

created by issuing the following commands: 

 

$ kubectl get services | grep 

prometheus 

$ kubectl get services | grep grafana 

 

The user interfaces will look something like this: 

 

Prometheus 
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Grafana 
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Chapter 9:  

Even Control Planes Get the 

(Monolithic) Blues: Moving OpenStack 

to Microservices 

 

One of the words in our cloud native lexicon, one 

to which we dedicated several pages at the 

beginning of this book, is the term Service 

Decomposition. I even spent some pages 

defining a methodology for conducting the tasks 

necessary to decompose a monolithic application. 

In addition to simply describing the process, I 

thought it would be helpful to provide some of what 

I believe are the mechanics of decomposing an 

application from scratch for the reader’s reference. 

 

Some Tips on Service Decomposition 

 

We need to partition the system into separate 

discrete services before we can isolate them into 

microservices. But how do we decide to segment 

them? There are several of the more popular ways 

presented below: 

 

● Decompose by business capability:  Define 
services corresponding to business capabilities. 

● Decompose by domain-driven design 
subdomain. 
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● Decompose by verb or use case: Define 
services that are responsible for specific actions  

● Decompose by nouns or resources: By 
defining a service that is responsible for all 
operations on entities/resources of a given type 

 

Effective service decomposition provides some of 

the following benefits: 

 

● Each service has only a small set of 
responsibilities – Single Responsibility Principle 
(SRP) 

● As with Unix Utilities (grep, awk, etc.), Each 
utility does exactly one thing 

● Ensure loose coupling, each service has its own 
isolated database  

● Each service publishes an event when its data 
changes  

● Other services consume that event and update 
their data – Event Driven Architecture  

 

Gee, that looks a LOT like the OpenStack 

architecture when you diagram it as below!  
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In the next section, I thought it would be helpful 

to provide some details regarding the fact that the 

OpenStack architecture is definitely an example of a 

decomposed complex application service, and it 

was only a matter of time before people got the idea 

to containerize the OpenStack Control Plane to 

make it easier to manage, maintain, and upgrade in 

place. 

 

Which Came First? The Kubernetes or the 

OpenStack Control Plane? 

 

Robert Starmer of Kumulus Technologies 

provided a session at the 2017 OpenStack summit 

entitled “To K8s or Not to K8s Your OpenStack 

Control Plane.” In those days, there was a great 

debate going on regarding whether it would be 

worth the effort to containerize all of the services 

needed to run the OpenStack Control Plane and 

incur the overhead of Kubernetes to host them.  

 

At the time, Starmer outlined the requirements 

that OpenStack has for its control plane and 

mapped these requirements to the functionality 

provided by Kubernetes. Starmer reviewed a couple 

of options available for using Kubernetes for the 

OpenStack control plane.  

 

One option was to use OpenStack Helm, a 

relatively new approach at the time, which took 

advantage of Helm charts for deploying and 
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managing the control plane services. Another 

option at the time was Kolla-Kubernetes, which 

leveraged work done by the Kolla project. At the 

time, Starmer was somewhat skeptical of the value 

gained from adding what was already a 

decomposed set of services in OpenStack unless the 

company intended to have a multi-site deployment 

of OpenStack and also had the internal expertise 

needed to support the required Kubernetes 

framework. 

 

Well, it’s five years later, and guess what? Helm 

and charting has grown up and achieved significant 

levels of adoption and almost EVERY COMPANY 

now has technologists on staff who have extensive 

understanding of the Kubernetes framework or are 

at least investigating it in depth. 

 

In December of 2020, Mirantis announced the 

general availability of Mirantis OpenStack for 

Kubernetes, an offering now included in Mirantis 

Container Cloud (MCC). Existing users of Mirantis 

Container Cloud will automatically receive the 

update, which lets them deploy containerized 

OpenStack control planes, Ceph storage, and 

compute hosts on Mirantis Kubernetes Engine 

(MKE). 

 

OpenStack and auxiliary services run as 

containers in Kubernetes Pod resources. All long-

running services are governed by one of the 

ReplicationController-enabled Kubernetes 
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resources, which include either a Deployment 

service, StatefulSet service, or a DaemonSet service. 

 

The placement of OpenStack services is mostly 

governed by the Kubernetes node labels. The labels 

affecting the OpenStack services include: 

 

● openstack-control-plane=enabled - the node 
hosting most of the OpenStack control plane 
services. 

● openstack-compute-node=enabled - the node 
serving as a hypervisor for Nova. The virtual 
machines with tenant workloads are created 
there. 

● openvswitch=enabled - the node hosting 
Neutron L2 agents and OpenvSwitch pods that 
manage L2 connection of the OpenStack 
networks. 

● openstack-gateway=enabled - the node hosting 
Neutron L3, Metadata and DHCP agents, 
Octavia Health Manager, Worker and 
Housekeeping components. 

 

The Containerized OpenStack Control Plane 
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OpenStack Deployment Profiles 

 

Now, you may think that the use of automation 

for the control plane limits the choices you can 

make to tailor the environment to fit your needs. 

But, Mirantis has taken the need for sizing and 

configuring the OpenStack Control Plane 

components to an important level by providing 

what they call “deployment profiles.” A Mirantis 

OpenStack for Kubernetes (MOS) deployment 

profile, executed via Helm chart,  is a thoroughly 

tested and officially supported reference 

architecture that is guaranteed to work at a specific 

scale, and is tailored to the demands of a specific 

business case, such as generic IaaS cloud, Network 

Function Virtualization infrastructure, Edge 

Computing, and others. 

 

A deployment profile is defined as a combination 

of the following: 

 

● Services and features the cloud offers to its 
users. 

● Non-functional characteristics that users and 
operators should expect when running the 
profile on top of a reference hardware 
configuration. These include, but are not limited 
to: 

○ Performance characteristics, such as an 
average network throughput between 
VMs in the same virtual network. 
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○ Reliability characteristics, such as the 
cloud API error response rate when 
recovering a failed controller node. 

○ Scalability characteristics, such as the 
total number of virtual routers tenants 
can run simultaneously. 

● Hardware requirements - the specification of 
physical servers, and networking equipment 
required to run the profile in production. 

● Deployment parameters that an operator for the 
cloud can tweak within a certain range without 
being afraid of breaking the cloud or losing 
support. 

 

In addition, the following items may be included 

in a definition: 

 

● Compliance-driven technical requirements, 
such as TLS encryption of all external API 
endpoints. 

● Foundation-level software components, such as 
Tungsten Fabric or Open vSwitch as a back end 
for the networking service. 

 

OpenStack Control Plane isn’t the Only Good 
Example: Another Great Example of a 
Microservices Architecture 

 

I also thought it would be helpful to show an 

example of how the decomposition and 
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microservice containerization can achieve a 

superior end result from an application perspective. 

 

Chris Richardson of Microservices.io provided the 

following example in his blog found here: 

https://microservices.io/patterns/microservices.ht

ml. The “Fictitious E-Commerce Site” Example 

defines the best use case of a Microservices 

architecture done well. The overall architectural 

diagram is provided below for reference. 

 

 
 

The beauty of this design is that the “eventual” 

recording of data to the backend for presentation to 

the front end has solved the data consistency needs 

of microservices architectures in a standardized 

way that could be applied to almost any application 

based on the same fundamentals. You can actually 

view the code for this application at the following 

URL: https://eventuate.io/exampleapps.html 

https://microservices.io/patterns/microservices.html
https://microservices.io/patterns/microservices.html
https://eventuate.io/exampleapps.html
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Chapter 10:  

Integrating the use of Virtual Machines 

Directly within the Container 

Orchestrator 

 

As mentioned earlier in the book, not every 

application and service benefits from being fully 

broken down into microservices and containerized. 

Sometimes old-fashioned Virtual Machines are the 

best host for a specific application need or 

particular processes that require network 

namespaces of their own. This is particularly 

common among providers of Network Function 

Virtualization (NFV). The Virtual Network 

Functions (VNFs) themselves were developed 

before containers became popular and rely on 

networking capabilities that are readily available in 

Virtual Machines, but not so much in Containers. 

Another set of examples include LDAP/Active 

Directory applications, tokenization applications, 

and applications requiring intensive GPU 

workloads. 

 

This can create a problem when you have to use 

different Orchestrators to create and manage the 

Virtual Machines that you use for Containers. 

Fortunately, there are a few solutions available for 

this dilemma. The features and functions of a few of 

them are provided below as reference. 
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Kubevirt 

 

Kubevirt was created by Red Hat engineers to 

enable Kubernetes to provision, manage, and 

control Virtual Machines alongside container 

resources. Kubevirt addresses the needs of 

development teams that have adopted or want to 

adopt Kubernetes but possess existing Virtual 

Machine-based workloads that cannot be easily 

containerized. More specifically, the technology 

provides a unified development platform where 

developers can build, modify, and deploy 

applications residing in both Application 

Containers as well as Virtual Machines in a 

common, shared environment.  

 

Teams that rely on existing virtual machine-based 

workloads are empowered to rapidly containerize 

applications. With virtualized workloads placed 

directly in development workflows, teams can 

decompose them over time while still leveraging 

remaining virtualized components as is 

comfortably desired. 

 

KubeVirt uses an Operator to manage the 

application's lifecycle so that any configuration or 

service change will update that specific component 

without requiring a new deployment. 

 

You will need to have virtctl, a CLI to interact 

with Virtual Machines in a Kubernetes framework. 

To download virtctl, go to the KubeVirt repository 
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and click Releases. Then you can download a 

sample Virtual Machine definition and try to run it 

by executing the following command against the 

Virtual Machine definition YAML file you 

downloaded: 

 

$ kubectl apply -f vm.yaml  

 

You can then ‘start’ the Virtual Machine by 

issuing the following command using the virtctl 

command you downloaded and installed earlier: 

 

$ virtctl start VM_NAME 

 

Finally, connect to the Virtual Machine using the 

following command: 

 

$ virtctl console VM_NAME 

 

Virtlet 

 

Virtlet is a Kubernetes runtime server which 

allows you to run VM workloads, based on QCOW2 

images. It is possible to run Virtlet by following the 

instructions from either setting up the environment 

or deploying Virtlet as a DaemonSet on kubeadm-

dind-cluster. 
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KubeVirt and Virtlet are implemented in 

drastically different ways. Virtlet is a Container 

Runtime Interface (CRI) implementation, which 

means that Kubernetes sees Virtual Machines in the 

same way as it sees containers inside a pod. As a 

result, a Virtlet is treated as first-class citizens in 

the Kubernetes framework. Anything you can do 

with Pods can be done with Virtlet Virtual 

Machines, right out of the box. However, this also 

means that you are limited to the functionality that 

comes with Pods. For example, Virtlet has limited 

storage options compared to KubeVirt storage. 

 

Virtlet requires the following prerequisites must 

be met on the nodes which will run them: 

 

1. Node names must be resolvable via DNS 
configured on the nodes 

2. SELinux must be disabled on the nodes 
(apparmor is currently supported) 

 

Virtlet deployment consists of preparing the 

nodes and then deploying the Virtlet DaemonSet. 

 

You can find out more about how to deploy Virtlet 

in a Kubernetes cluster here: 

https://docs.virtlet.cloud/user-guide/real-cluster/ 

 

Virtlet’s biggest advantage over KubeVirt from a 

feature and performance perspective comes in the 

area of networking. This is particularly important 

https://docs.virtlet.cloud/user-guide/real-cluster/
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when it comes to NFV use-cases. Thanks to an 

adaptation of CNI-Genie, Virtlet supports using 

multiple interfaces, including the SR-IOV interface. 

SR-IOV support is crucial to achieving the 

performance and latency levels required for NFV 

workloads, and the ability to define multiple NICs 

is necessary to ensure that SR-IOV is used for user-

facing traffic without conflicting with other network 

traffic such as intra-pod connectivity. KubeVirt 

supports neither multiple interfaces nor SR-IOV, 

making it unsuitable for NFV-oriented applications. 

 

If you want to treat your Virtual Machines 

identically to your non-Virtual Machine pods, or if 

you have a hard-core use-case such as NFV, Virtlet 

is one of the better KubeVirt alternatives. You can 

find more information here: 

https://docs.virtlet.cloud/ 

https://docs.virtlet.cloud/
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PART 3: 

CONCLUSIONS 

 

Well, it’s been quite a journey! We have tiptoed 

through some deep historical material on the 

evolution of virtualized and containerized environ-

ments. We’ve meandered through a mountain of 

monolithic code to devolve into microservices. 

We’ve compared and contrasted commercial 

virtualization offerings with their Open Source 

counterparts. All in the search for the nirvana of a 

truly cloud native stack from the physical infra-

structure to the Operating System, from the 

Container Runtime Engine to the Orchestrator, and 

from the Container to the Microservice, all archi-

tected through the use of cloud native application 

development best practices. 

 

I don’t know if you will agree that an Open Source 

option for orchestrated virtualization is superior to 

other commercial offerings, but at least you will 

agree that a strong case was made for its 

consideration. 

 

I don’t know which of the available container 

formats or coding languages you may choose to 

develop using. Hopefully, I have provided enough 

information for you to make a reasonable choice for 

your particular development environment. 
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I hope you will agree that the Kubernetes 

orchestration engine, or one of its derivatives such 

as Swarm, for the time being, is probably the best 

choice for most current microservice architectures 

and their use in application development in our 

web-centric world. 

 

On the question of whether to host your 

application in Virtual Machines or in Containers, I 

offer the following rules of thumb: 

 

When to deploy microservices in Containers: 

 

● If your application needs to run the maximum 
amount of particular applications on a 
minimum of servers, deploying them in 
containers will allow for a greater amount of 
density, reducing the cost of the physical 
hardware required to support them. 
 
 Just make sure that you don’t put too many 
eggs in a single basket where a single physical 
server failing can take down your entire 
application! 

 

When to choose deployment on Virtual Machines: 

 

● If you need to run multiple applications on 
servers and need a wide variety of operating 
systems, you'll want to use Virtual Machines to 
host them. 
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● If your application requires a robust network 
namespace, such as NFV development, then 
Virtual Machines are probably your best choice. 

 

The real answer to this question is probably to use 

both, determining which is best suited to handling 

the workload. As I mentioned earlier, you can use 

features, such as Virtlet, to host Virtual Machines 

and Containers in Pods in the same Kubernetes 

framework. An elegant solution indeed! 
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